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1 Introduction

Image super resolution (SR) was very chalenging
task using fully connected NN, but with intro-
duction of convolutional neural networks (CNN),
image recongition and processing became a very po-
pular topic. One of the first state of art approaches
using CNN for SR was introduced in [4].

Main goal of this assignment is to take a short
video and increase its resolution using CNN using
U-Net architecture and Generative Adversarial Ne-
tworks (GAN).

First application of U-Net was meant for image
segmentation of biomedical images in [9]. U-Net is
a special type of CNN with contractive path, which
encodes image into smaller size using convolution
and downsampling and expansive path, which ex-
pands image back using upsampling. Thanks to the
unique architecture, U-Net can be applied for many
other purposes, including super resolution.

GAN was first introduced in [5]. This approach
consists of two main parts, generator and discri-
minator. Generator takes some noise on input and
generates image, that is passed to the discriminator.
Discriminator then measures, how similar the gene-
rated image is to the reference image. Good analogy
can be visualizing discriminator and generator as
oponents trying to beat each other in minimax game
[7].

2 U-Net

Common approach for image SR is to take a down-
scaled image, feed it into the model and receive
upscaled image. Approach used in this assignment
is inspired by [6], where image is first downscaled as
before, then resized to the output shape and then
fed into the network. So model tries to correct the
image to the previous quality.

Another difference from common approaches is
the selection of loss function. In many state of art
SR models, mean squared error (MSE) loss function
is used to compare upscaled and ground truth image
[4]. MSE provides very good peak signal-to-noise
ratio (PSNR) scores overall but result images lack

high frequency content, which leads to smoothened
textures [8]. This is handeled by using perceptual
loss instead, as described in [6]. Instead of comparing
images pixel by pixel using MSE, perceptual loss
compares feature spaces of generated and ground
truth image. For perceptual loss was used pretrained
VGG network [10].

3 GAN

Implementation was inspired by [8]. Main idea
behind paper is a selection of loss function, which
consists of content loss and adversarial loss. Content
loss compares feature spaces between reference and
generated image and computes euclidian distance
between them (pretrained VGG network is also
used here). Adversarial loss is a sum of probabilities
provided by discriminator, that generated image is
ground truth image. Finaly both losses are sumed
with weights of content loss and adversarial loss
being 1 and 0.001 respectively. Model is then trying
to minimize sum of this loss for all images.

4 Preprocessing and dataset

Dataset was taken from kaggle [3]. Preprocessing of
the input dataset includes parsing video into indivi-
dual frames and resizing them to have equal height
and width. Shape was selected to be 256x256 due to
the memmory issues during training. Low resolution
images were created by using bicubic downsampling
(4x → 64x64). Because input shapes of images differ
between models, U-Net train images are resized to
have same input as output size (256x256).

For testing purposes, 3 short ~10 seconds long
videos were cut from the orignal one. Test videos
were then removed from the original one, so they
do not appear in the train set. From the remaining
video was selected only 994 frames to train due to
the limitations in kaggle.

5 Results

Models were written and trained in kaggle notebook
[1] using NVidia K80 GPU accelerator. U-Net was
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trained in 110 epochs and GAN in 90. Reason for
this many epochs is that the dataset is very small.
Adam was set as a optimizer for both models with
U-Net having learning rate of 0.001 and GAN of
0.0002. Training of GAN lasted twice as long as
U-Net, since one GAN epoch took ~2 minutes in
comparison to ~50 seconds for U-Net.

In implementations of models proposed in [6] and
[8], final convolution layer did use hyperbolic tan-
gent activation function, which resulted in pixels
of predicted images being from ⟨−1, 1⟩. After nor-
malization to ⟨0, 255⟩ of each channel, image was
either dimmer or brighter, because pixel values were
shifted to different interval range. When clipping
outliers only to min or max value and then normali-
zing, predicted image would have colored spots. This
is resolved by using sigmoid activation function.

Tabulka 1: U-Net prediction statistics.
Test no. SSIM PSNR
1. 76.08 % 24.59
2. 69.15 % 25.46
3. 72.02 % 26.19

Tabulka 2: GAN prediction statistics.
Test no. SSIM PSNR
1. 79.86 % 23.07
2. 73.86 % 24.13
3. 79.58 % 24.86

In tables 1 and 2 can be seen values of structural
similarity index measurement (SSIM) and PSNR
for test videos. GAN provides better SSIM scores
in comparison to U-Net That means that generated
images from GAN have more structural similarities.
On the other hand, U-Net provides better PSNR
scores, that indicates that pixel values are closer to
the reference image [2].

6 Conclusion

U-Net did provide pretty sharp images, even tho
it is not perfect. Images generated from GAN are
more blurry than from U-Net and sometimes have
slightly different colors.

Overall U-Net did perform better over GAN. It
is probably due to small train set caused by kaggle
limitations. U-Net architecture does not need alot of
data to provide satisfactory prediction but thats not
the case with GAN. Another factor of not perfect
images might be such a small shape of train images
being upscaled by scale of 4.

Obrázek 1: Low res, high res, U-Net and GAN.

Obrázek 2: Low res, high res, U-Net and GAN.
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