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Abstract

This paper discusses my attempt at generated
music with a basic GAN model. Glenn Gould’s
performance of J. S. Bach’s Goldberg Varia-
tions as MIDI files was used as the training
data. The resulting model was successful at
generating music that wasn’t convincing but at
least showed some inspiration by the training
dataset.
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1 Introduction

The automatic creation of music is a topic
broadly discussed for many years and with the
rise of generative networks has gain even more
traction. I have decided to use a GAN model
as generative models are able to capture the big
picture and the overall structure of a composi-
tion. Another reason is that I like the idea be-
hind GANs and understand it more than a vari-
ational autoencoder which is the second popular
model for generating music.

A comprehensive survey has been written
on the subject of music generation [1] con-
cerning various methods including grammars,
knowledge-based systems, markov chains, ar-
tifical neural networks, evolutionary algorithms
and even celular automata. What is also men-
tioned is the use of ANNs to compute the fit-
ness function in evolution models. As the paper
has been written in 2013 before GANs were in-
troduced in 2014 by I. J. Goodfellow et al. [2]
and VAEs in late 2013 by D. P. Kingma and M.
Welling [3], generative neural networks are not
mentioned.

Two other surveys have been written in more
recent years. The first by O. Lopez-Rincon et al.

[4] in 2017. They discuss deep learning meth-
ods more, mainly papers working with recurrent
networks. Among other thing they mention the
DeepBach model [5] which generated chorales.
The results were convincing when tested on ex-
perienced listeners. Under generative models
they mention SeqGAN [6], a model which uses
reinforcment learning in the generator part and
it’s the discriminator who gives it the reward.
Authors state that evaluation of the models
quality is an unsolved topic with heuristics and
human evaluation leading the field. They also
mention Deep GANs as the new trend in AI com-
position.

The newest review was published in Septem-
ber of 2021 and written by C. Hernandez-Oliven
and J. R. Beltran [7]. This paper focuses on
artificial intelligence and deep learning meth-
ods. Authors list generative models like VAEs
and GANs along with NLP-based models like
LSTMs and Transformers as the most popular
choices for automatic composition. The paper
discusses music composition and mentions that
using a motif and developing music from it is
typical for classical music compositions. Au-
thors describe that music has two dimensions,
time which is represented by the note duration
and rhythm and harmony which is measured by
the pitch. Piano rolls are a way to plot music
pieces and use time as the horizontal axis and
harmony as the vertical axis. An example pi-
ano roll of the first piece in the Goldberg vari-
ations is in the image 1. The time dimension
is partitioned into notes which form bars which
form sections. The harmony part is formed by
the pitch of individual notes and the superposi-
tion of notes forms chords. Multiple chords then
form chord progressions. The progressions usu-
ally belong to a specific key. The categories are
related between each other forming complex re-
lationships that are difficult to grasp by artificial
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Figure 1: A piano roll of the first 100 notes of
Aria - the motif of Bach’s Goldberg variations

intelligence models. There is an entire chapter
devoted to melody generation which is the main
topic of my work as well. Google’s Magenta [8]
built on Tensorflow is mentioned as one of the
main contributions to the field as well as Deep-
Bach [5]. These models don’t create novelties
though. In that regard the Generative models
such as MusicVAE [9] take lead. The review
also covers accompaniment composition, genre
transformation and multi-instrument or orches-
tral compositions which are not the topics I want
to pursue in my work. Objective evaluation us-
ing models as well as subjective evaluation per-
formed by humans is discussed in detail in the
review. Authors state that generative networks
are the only models capable of grasping the big
picture of music composition and therefore cre-
ate works that show depth and meaning.

The most notable GAN model developed re-
cently is the GANSynth by Magenta [10]. It only
performs audio synthesis though and doesn’t
compose.

2 Materials & Methods

I decided to use a GAN model, where both the
discriminator and generator are formed of two
hidden dense layers. As the training dataset I
intend to use Glenn Gould’s 1981 performance
of the Goldberg variations by Bach (Youtube
playlist). Variations are a form of music where
the author writes the main topic as one piece
and then writes other variations of it. This is
why it seems to me like an interesting idea, since
a generative network may create new variations.
The Glenn Gould performance of Goldberg vari-
ations is approximately 57 minutes and 17 sec-
onds long. It consists of Aria (the base compo-
sition), its 30 variations and then another per-
formance of the Aria. I believe that keeping the
Aria twice in the model may cause the generator
to lean more towards it, which I find desirable.

The training data will be loaded as a MIDI
file. I have used Magenta’s MAESTRO network
to acquire the MIDI file from a .wav performance
of Gould. The MIDI file contains a pitch, start,
end, step and duration for each note. The start
and end are arbitrary, as they can be deduced
from the step and duration features.

3 Results
The code is in the form of a Colab notebook.
The data is loaded using the PrettyMidi library
and the model created using Tensorflow [11]. In-
spiration for the code is credited at the begin-
ning of the Notebook.

The dataset is created by concatenating all
the MIDI files. This dataset is later split into se-
quences of notes of fixed length which may over-
lap. The model is fed batches of this dataset.

The discriminator and generator networks are
both created using 2 hidden dense layers. The
output of the generator (and therefore the input
of the discriminator) is a 3D tensor of sequences
of notes. The first dimension is the batch size,
then length of the sequence and the last dimen-
sion are the individual features of the notes -
pitch, step and duration.

4 Discussion
The best results were achieved with sequences of
length 25 when the shift is set to 1. This way fol-
lowing sequences overlap by 24 notes. The stride
was always set to 1 as skipping notes is nonsen-
sical when learning to understand music. Cross
entropy from the tensorflow library was tested as
the loss function both for the discriminator and
the generator, but MSE with positive pressure
provided the most convincing output sequences.

The model could be further improved by
changing the architecture of the generator and
the discriminator for example into a WaveGAN.
This paper experimented with a simple model to
prove if it is able to generate music that sounds
better than random sounds and focused more
on experimenting with sequence lengths, shifts
in the training dataset and more loss functions.
Examples of the generated files are in the GitLab
repository.

5 Conclusions
It was shown that a simple GAN model with
well set hyperparameters for the length of se-
quence generated, shift in the training dataset
and the correct loss functions is capable of gen-
erating better than random sequences of notes.
Whether or not the generated music resembles
something of J. S. Bach or Glenn Gould is de-
batable, but not completely irrational.
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