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1 Introduction

Every time we travel, we tend to optimise the route
to get the best directions based on our parameters
- typically time, fluency, absolute distance, or low
traffic. Considering these parameters, we try to
choose the most suitable route by our knowledge or
by using modern navigation software.

However, this navigation software is not suitable
for everyone. If we consider two-wheelers or vin-
tage cars, the typical main optimisation parameter
is road quality for which the least damage is re-
quired. Motorcyclists typically want the road to be
as smooth as possible. It should be pointed out that
even one pothole or crack on an overall smooth road
can make it dangerous. Although we can find such
quality roads quite easily on highways and main
roads, it goes against the second main parameter
– playfulness. That includes low traffic and wind-
ing roads, which is quite the opposite of how the
highway and main roads look like.

Nowadays, services like Google Street View can
be used to visually check the road and get an idea of
what it looks like. Unfortunately, it can easily take
an hour to plan a hundred kilometres long journey.
Using machine learning approaches to automate this
visual check can streamline the process even more.

In [1] a new dataset for this task was proposed.
The author experimented with several Convolution
Neural Network (CNN) architectures and backbones.
The best one was built on MobileNet and achieved
accuracy of 72%. In this semestral work, we are
further experimenting with other backbone net-
works and data augmentation techniques in order
to achieve better performance in terms of accuracy
and F1-score.

2 Input Data

The proposed dataset consists of road images la-
belled into six qualitative categories. The images
were collected from Czech Republic with different
surfaces using Google Street View and its APIs.
The field of view and the pitch were empirically set
to 40∘ and −30∘ so that the images depict the road

right ahead of a car and do not contain unwanted
objects along the road. In addition, the dataset cov-
ers various lighting conditions (shadow, brightness,
dark, light), various weather conditions and various
road types. Next, it covers roads with and without
surface markings. In total, the dataset contains
7292 road images with a resolution of 640 × 480.

3 Experiments, methods

The dataset was pre-split into train and test set.
For training, we also used a validation set with the
25% split. The procedure was as follows: train a
model, look at graph comparing train and validation
accuracy over epochs and adjust the parameters if
necessary. Then, we fine-tuned the with unfrozen
weights on the backbone network. Finally, we eval-
uated three metrics on a test set – accuracy, TOP-2
accuracy, per-class F1-scores.

The models trained in this work can be split
into two categories: experimenting with different
backbones and experimenting with random data
augmentation (on the best MobileNetV1 model)
during training.

Firstly, we tried several version of EfficientNetV1
(B0, B1, B2, B3) [2] and EfficientNetV2 (21K-S, B3,
B3) [3]. Then, we tried the following data augmen-
tation: random rotation in range {5°,10°}, random
horizontal flip, random contrast changes with factor
{0.1, 0.2, 0.3} and random crop to 360x360 (which
was used in all previous trainings) and 224x224
(recommended for MobileNet). Further, I tried the
combination of horizontal flip and random contrast.

4 Results

This section summaries the results of the performed
experiments.

4.1 EfficientNet Backbones

We experimented with several EfficientNetV1 and
EfficientNetV2 as described eaerlier. Unfortunately,
none of the models trained with these backbones
outperformed the baseline model. The overall ac-

1

mailto:lankmart@fit.cvut.cz


curacy is the best on the baseline models along
with F1-scores of the first three categories. The
F1-scores of fourth, fitth, sixth class is the best
with EfficientNetV2-B3, EfficientNetV2-21K-S and
EfficientNetV1-B1, respectively. We can see all the
results in Table 1.

Regarding the TOP-2 accuracy, the situation is
different. As can be seen in Table 2, the baseline
model was outperformed by EfficientNetV1-B0 by
0.55% and achieved the best F1-scores in classes 3,
5 and 6. It should be noted that most of the models
have accuracy and F1-score above 90%.

4.2 Data Augmentation

Data augmentation experiments brings some in-
teresting results. Regarding rotation, the model
performance dropped quite significantly (about 10-
15%) with both tested rotation factors, so we did
not even try to fine tune it. Similarly, cropping
the image instead of resizing lead to even bigger
accuracy drop (20% for the 224x224 dimensions).

On the other hand, flipping the image horizontally
turned out to be helpful and lead to the increase in
accuracy by 1.3%, by 5% in F1-score of the second
class and by 9% in F1-score of the sixth class.

Random contrast changes did not improve the
overall accuracy, but also did not cause some signif-
icant drop. Some F1-scores were improved, some
where worse.

Finally, the combination of random contrast and
horizontal flip lead to significant increase in all met-
rics. The accuracy was increased more than by 3%.
F1-scores of the classes 1-6 were increased by 1.59%,
5.20%, 2.78%, 3.33%, 3.61% and 10.71%. The im-
provement in the second class is especially valuable
since the second class had the lowest F1-score in
the baseline model. All the results can be seen in
Table 3. The TOP-2 results does not differ much,
therefore we do not present them.

5 Conclusion

The aim of this work was to continue working on au-
thor’s previous work to try to improve the model’s
performance. We experimented with EfficientNet
and EfficientNetV2 backbones and several data aug-
mentation techniques. While the backbones we
experimented with did not improve model’s per-
formance, some data augmentation techniques did.
Specifically, model trained on data augmented with
random flips and random contrast changes became
the new state-of-the-art model, with its 75.55% ac-
curacy, outperforming the baseline model by more
then 3%.

Output of this work can be used for the intended
purpose described in [1], i.e. planning routes via
high quality roads only.

In future work, we further experiment with data
augmentation, since it turned out to be helpful.
We could e.g. try training a model with only aug-
mentation applied to some classes. Next, we could
try training an ensemble model, where each model
would be train on dataset with oversampled only
one class.
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model test_acc f1_1 f1_2 f1_3 f1_4 f1_5 f1_6
MobileNetV1 (baseline) 72.42% 77.48% 59.77% 73.07% 78.53% 82.54% 71.11%
EfficientNetV1-B0 69.74% 74.92% 54.83% 68.98% 78.41% 85.29% 73.17%
EfficientNetV1-B1 70.11% 75.44% 57.85% 68.60% 76.88% 82.35% 78.05%
EfficientNetV1-B2 68.91% 75.04% 56.82% 64.68% 78.37% 83.58% 68.29%
EfficientNetV2-21K-S 69.28% 76.64% 57.84% 64.77% 75.46% 89.55% 65.00%
EfficientNetV2-B3 68.91% 76.42% 54.13% 62.66% 78.89% 87.32% 76.19%
EfficientNetV2-B3-360* 67.44% 74.89% 49.70% 64.17% 78.09% 82.19% 66.67%

Table 1: Comparison of TOP-1 accuracy/F1-score of models trained with different backbones against
the baseline model. (*Trained with resolution 360x360 instead of recommended 300x300.)

model test_acc f1_1 f1_2 f1_3 f1_4 f1_5 f1_6
MobileNetV1 (baseline) 93.82% 93.88% 93.01% 92.37% 96.53% 98.41% 88.89%
EfficientNetV1-B0 94.37% 95.84% 93.14% 92.46% 95.76% 100.00% 90.91%
EfficientNetV1-B1 92.99% 94.37% 90.48% 91.49% 95.80% 96.88% 90.91%
EfficientNetV1-B2 93.45% 94.49% 91.67% 92.09% 96.26% 96.88% 86.96%
EfficientNetV2-21K-S 93.91% 96.78% 94.29% 90.84% 93.88% 100.00% 71.79%
EfficientNetV2-B3 93.17% 96.61% 92.67% 88.33% 94.26% 98.46% 86.36%
EfficientNetV2-B3-360 93.63% 96.76% 92.78% 89.53% 95.52% 96.88% 83.72%

Table 2: Comparison of TOP-2 accuracy/F1-score of models trained with different backbones against
the baseline model. (*Trained with resolution 360x360 instead of recommended 300x300.)

augmentation test_acc f1_1 f1_2 f1_3 f1_4 f1_5 f1_6
none (baseline) 72.42% 77.48% 59.77% 73.07% 78.53% 82.54% 71.11%
horizontal flip 73.71% 78.65% 62.24% 73.29% 79.59% 82.35% 80.00%
contrast, f=0.1 71.13% 77.78% 55.44% 69.05% 79.28% 80.56% 79.17%
contrast, f=0.2 70.20% 76.00% 55.49% 68.31% 79.42% 79.45% 71.11%
contrast (0.1), flip 71.49% 78.03% 58.82% 70.38% 76.70% 80.60% 66.67%
contrast (0.2), flip 75.55% 79.07% 64.96% 75.85% 81.86% 86.15% 81.82%

Table 3: Comparison of TOP-1 accuracy/F1-score of models trained with different augmentation
techniques against the baseline model.
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